ITI 1121. Introduction to Computer Science II
Summer 2009

Assignment 1
Deadline: Friday June 5, 2009, 23:00
Objectives

· Mastering concepts related to arrays; 

· Manipulating reference variables; 

· Understanding the basis of object oriented programming; 

· Editing, compiling and running Java programs; 

· Raising awareness concerning the university policies for academic fraud.

Introduction

Some problems have no known algorithm that is both exact and efficient. By exact, we mean an algorithm that finds the “true” answer to the given problem. For example, in the case of a minimization (optimization) problem, the algorithm must find the solution with the lowest value. By efficient, we mean an algorithm that can be applied to interesting, real-world, data sets, and takes a reasonable amount of time to run (32,000 years is not a reasonable amount of time). 

There are many such problems that need to be solve. The most famous one is probably the “Travelling salesman problem”, which seeks to find the least-cost round-trip itinerary that visits each city exactly once and returns to the starting city, given n cities and the cost of travelling from any city to any city. 

Because answers to these problems are needed, approximate solutions are sought that can be found in reasonable amounts of time. Genetic Algorithms (GAs), a.k.a. Evolutionary Computing, are a family of approaches for finding approximate solutions for a variety of challenging problems. 

GAs borrow several concepts from natural selection. Briefly, the approach consists of generating an initial population of candidate solutions. These solutions are generally generated randomly. Consequently, the quality of the initial solutions is low. The algorithm then creates new generations of the population by (randomly) selecting individuals to reproduce (through crossover and mutation operators). The fittest individuals replace the least fitted ones. Hence, improving the average fitness of the population. The algorithm stops when the maximum number of generations has been reached. The best individual is returned as a solution to the initial problem. 

Here, a simple genetic algorithm will be implemented for solving a packing problem. You must place n objects, each having a specific weight, into b boxes. The objective is to make boxes of approximately the same weight. To achieve this, we find an assignment that minimizes the weight difference between the heaviest and lightest boxes. If all the boxes were of the same weight, then the difference would be 0. Such problems frequently needs to be solved in the industry (n objects need to be placed into b containers, n containers need to be placed onto b planes, etc.). A practical example would be to backup the n songs of your iTunes library onto b CDs. The weight of a song would be its size (in bytes), and the objective would be to create CDs of approximately the same total size. 

Let’s consider a specific example. Here are the weights of 20 objects: 27, 1, 26, 24, 8, 22, 6, 29, 26, 44, 11, 22, 45, 19, 34, 2, 20, 47, 45 and 22. These objects must be placed into 8 boxes so that the weight of the boxes is approximately the same. 

It is not practical (possible) to exhaustively enumerate all the solutions, the so called “brute force approach”, as there are bn = 820 ~ 1018 distinct solutions1 

Here is a bad solution to the problem: [1,22,34],[27,22],[2,20,45],[26,19],[24,11],[44,45],[8,6,47,22] and [29,26], each group of numbers represents a box, each number is the weight of an object. The difference between the weight of boxes 5 and 6 is 54! 

What follows is a better solution: [8,29,19,22],[24,44],[1,22,45],[26,20],[26,22],[27,2,47],[6,34] and [11,45]. Indeed, the weight of the heaviest box is 8 + 29 + 19 + 22 = 78. The weight of the lightest box is 6 + 34 = 40. Therefore, the difference is 38 units. The best solution that I was able to find has a difference of 10 units between the heaviest and the lightest box. 

For this assignment, you must follow the directives below and implement a genetic algorithm for solving this specific packing problem. 

The class GeneticAlgorithm implements the top level of the algorithm. It has a main method that reads the data for the command line. The first argument is the number of boxes. The remaining arguments are the weights of the objects. The command line always specifies the number of boxes, and has at least one object. Here is a sample run. 

	> java GeneticAlgorithm 8 27 1 26 24 8 22 6 29 26 44 11 22 45 19 34 2 20 47 45 22  
 
Best solution = [26,47],[44,2],[26,22],[29,45],[1,11,19,22],[45,34],[27,24,8],[22,6,20],  
Fitness = 33 


Because of the stochastic nature of the algorithm, each run is likely to produce a new solution. 

Rules and regulation (15 marks)

You must preferably do the assignment in teams of two, but you can also do the assignment individually. 

1 Chromosome (40 marks)

A Chromosome is a candidate solution. Its representation depends on the specific problem to be solved. Two chromosomes can be combined (crossover) to produce a new offspring. As with natural chromosomes, these artificial ones suffer mutations. Each chromosome has a fitness value that indicates the quality of this solution. A Population is a collection of chromosomes. At each iteration (generation), the genetic algorithm selects a pair of chromosomes for reproduction. The offspring is inserted into the population, and the least fitted individual is eliminated. The size of the population is fixed. 

Implement the class Chromosome. 

· A chromosome declares two constants. One that specifies the crossover rate. The other that specifies the mutation rate. These are values in the range 0 to 1. Use the following values, 0.80 and 0.005 respectively, as a starting point for your experiments; 

· It has a constructor, which has the following signature public Chromosome( int[] weights, int numberOfContainers ). The array weights specifies the weight of each of the n objects to be packed into (b) boxes. The second parameter specifies the number of boxes (b) to be used for packing the n objects; 

· Each chromosome needs to know the weights of the objects, as well as the number of containers to be used; 

· Each chromosome represents a solution for the packing problem. A solution maps each of the n objects to one of the b boxes. Specifically, this is an array of size n, where each entry is a number in the range 0 to (b - 1), the box number for this entry. By analogy with natural chromosomes, the entries of this array are called genes; 

· When a chromosome is first created, each of the n objects is randomly assigned to one of the b boxes; 

· A chromosome has an instance method public Chromosome copy() that returns a new Chromosome that has the same content has this chromosome; 

· A chromosome has an instance method public Chromosome crossover( Chromosome other ) that returns a new Chromosome with the following characteristics. With probability (1 - CROSSOVER_RATE) the offspring is an exact copy of this parent. Otherwise, the offspring has the first k genes from this parent, and the remaining n-k ones coming from the other parent. The value of k is randomly selected; 

· A Chromosome has an instance method public void mutate(). With probability (1 - MUTATION_RATE) a gene stays unchanged. Otherwise, it suffers a mutation, i.e. the value of the gene is replaced with a new random value (in the range 0 to b- 1). All the genes of a chromosome are processed this way; 

· The instance method public int getFitness() returns a value that indicates the quality of this solution. Specifically, it returns the weight difference between the heaviest and lightest boxes that this solution represents; 

· Finally, the method public String toString() returns a String representation of this solution with the following format. It shows all b boxes, and for each box, it shows the weight of all the objects assigned to this box. Furthermore, the string representation also includes the fitness score of this individual. An example has already been shown.

2 Population (30 marks)

As mentioned above, a Population is a collection of chromosomes (each one representing a candidate solution for the packing problem). To facilitate the implementation of the various methods, the chromosomes will always be kept in increasing value of fitness. Since our goal is to minimize the weight difference, the smallest fitness values are also the best ones. 

· The class Population declares a constant that specifies the default size of a population. Its value should be 100; 

· A Population consists of a fixed number of chromosomes. The number is known when a population is created; 

· The class has two constructors. The constructors are responsible for creating the initial population of chromosomes; 

· The first constructor has the following signature public Population( int size, int[] weights, int numberOfContainers ). The parameter size is size of the population, the number of chromosomes to be created. The array weights specifies the weights of the n objects. Finally, the third parameter specifies the number of boxes used for packing; 

· The second constructor has the following signature Population( int[] weights, int numberOfContainers ). It creates a population that has the default size; 

· The class Population has a method public void evolve() that performs the following tasks. It selects two parent chromosomes. An offspring is created from the two parents, using the method crossover. The offspring is mutated, and then inserted into the population. As a result, the least fitted individual will be eliminated from the population. Remember that the Population is kept in increasing order of fitness. For the selection of the parents, you can experiment with different scenarios. A possible scenario is to randomly select two parents. Another possible one would be to select the fittest, and a randomly selected one. Or else, select the two most fitted individuals; 

· The instance method public Chromosome getFittest() returns the best individual of the population, i.e. the one that has the smallest fitness value.

3 GeneticAlgorithm (10 marks)

Complete the implementation of the method private static Chromosome solve( int weights[], int numberOfContainers ). It creates a new population, does NUMBER_OF_GENERATIONS rounds of evolution, and returns the fittest individual. 

4 Best solution (5 marks)

In a file, named best.txt, write down your best solution. 

· 0 mark if your program fails to run; 

· 5 marks if the fitness is 10 or less; 

· 4 marks if the fitness is 15 or less; 

· 3 marks if the fitness is 20 or less; 

· 2 marks if the fitness is 30 or less; 

· 1 mark for any other solution.

Academic fraud

This part of the assignment is meant to raise awareness concerning plagiarism and academic fraud. Please read the following two documents. 

· www.uottawa.ca/academic/info/regist/calendars/regulations/fraud.html 

· www.uottawa.ca/plagiarism.pdf
Cases of plagiarism will be dealt with according to the university regulations. 

By submitting this assignment, you acknowledge 1) having read the above documents and 2) you understand the consequences of plagiarism.

Files

You must hand in the following files. 

· README.txt 

· StudentInfo.java 

· Chromosome.java 

· Population.java 

· GeneticAlgorithm.java 

· best.txt
A Frequently Asked Questions (FAQ)

1. “Are we allowed to have other methods than those outlined in each question?” 

The rule is simple, you cannot add public methods or variables; this would affect the interface of the class. However, you can add private methods to help you solve a problem. In fact, you are encouraged to create such methods to improve the structure of your programs. 

2. “Should we handle the case where two chrosomosomes to be recombined (crossover) are of different lengths?” 

No. We will handle error situations once we have seen the concept of exceptions. 

3. “When you say “with probability x some event occurs”, does it mean that the event occurs if the value of the number generator (Math.random()) equals x?” 

No! The random number generator (Math.random()) has a finite number of values to choose from, say N, where N is a very large number since double precision floating-point numbers are used. These values are in the range 0.0 to 1.0. The probability that the randomly generated number equals x, where x = 0.8 for instance, is [image: image1.png]


; this is one of the N possible outcomes. Therefore, the probability that the random number generator produces the value x is [image: image2.png]


, which is a very small number (close to zero). 

Here is how you should look at the problem. Math.random() randomly selects one of the N possible values (from the range 0.0 to 1.0). All the values have the same probability of being selected ([image: image3.png]


). We also say that the probability distribution is approximately uniform. If one makes a very large number of calls to the method Math.random(), one would expect the values to be uniformly distributed in the interval 0.0 to 1.0, with 100% of the values being less than or equals to 1.0, 95% of the values less than or equals to 0.95, 90% of the values will be less than or equals to 0.90, etc. Here is a small program to illustrate that. 

	public class NumberGenerator {  
 
    // This program simulates tossing a (biased) coin several times  
 
    private static final double PROBABILITY_OF_HEAD = 0.75;  
    private static final int NUMBER_OF_TRIALS = 1000000;  
 
    public static void main( String[] args ) {  
 
        int numberOfHeads = 0, numberOfTails = 0;  
 
        for ( int i=0; i<NUMBER_OF_TRIALS; i++ ) {  
 
            double value = Math.random();  
 
            if ( value <= PROBABILITY_OF_HEAD ) {  
                numberOfHeads++;  
            } else {  
                numberOfTails++;  
            }  
 
        }  
 
        System.out.println( "Number of heads = " + numberOfHeads );  
        System.out.println( "Number of tails = " + numberOfTails );  
 
    }  
 
} 


