  School of Information Technology and Engineering (SITE)

CSI3130 – Databases II – Fall 2009
Midterm Exam
Durée: 80 minutes. Aucune aide permise
-------------------------------------------------------------------------------------------------
QUESTION I. [External sort: 35%] 
(A) [30%] Suppose that we have a file with 15 pages and 5 buffer pages a tour disposal. Moreover, suppose that the 15 pages contain the following numerical contents:  

Page 1 : 4,6 ;   Page 2 : 7,4 ; Page 3 : 10,6 ; Page 4 : 9,9 ; Page 5 : 6,8 ; 
Page 6 : 4,3 ;   Page 7 :3,5 ; Page 8 : 6,3 ; Page 9 : 3,4 ; Page 10 : 9,3 ; 

Page 11 : 8,4 ; Page 12 : 3,7 ; Page 13 : 7,4 ; Page 14: 3,4 ; Page 15 : 9,3 
Answer the following questions by using an illustration similar to the one that is used in the manual:
1. Trace the 4-way external sort algorithm by using 4 input buffers and one output buffer. 
2. How many passes are necessary to completely sort the file ?  
3. What is the total cost (in terms of page inputs and outputs) for sorting the file ? 

 (B) [5%] Give 2 examples of situations where a DBMS uses the external sort.     
QUESTION II. [Evaluation of relational operators : 35%] Answer the following questions in a concise way (Chose either the first two, or the last two of the four 4 questions).
1. Explain the sorting based algorithm for evaluating the aggregate operator with GROUP BY.  
2. Explain the hashing based algorithm for evaluating the union set operator.  
3. Explain the hashing based algorithm for evaluating the aggregate operator with GROUP BY.  

4. Explain the index nested loops join algorithm. 
QUESTION III. [System R: 30%]  Consider the following relational schema and SQL query :
Suppliers(sid: integer, sname: char(50), country: char(50))
      
Supply(sid: integer, pid: integer)


Parts(pid: integer, pname: char(50), price: real)

         SELECT S1.sname, P.pname 


FROM Supplier S1, Parts P, Supply S2

WHERE S.sid = S2.sid AND S2.pid = P.pid 

                            AND S.country = ‘Canada’ 
                            AND P.price  <= 10000
Suppose we have the following indexes  : 

· A B+  index on the attribute sid of the Supply relation
· A hash index on the attribute sid of the Supplier relation
(A)  [15%] Explain how System would process this query (You may proceed like in Assignment 1). 
(B)  [15%] Give the plan that is the least costly possible for this query. . 
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